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Denoising diffusion models

Some content inspired or adapted from:

[MIT Lecture: Diffusion Probabilistic Models, Jascha Sohl-Dickstein]


[CVPR 2022 Tutorial] 
[IRCAM diffusion notebooks] 

[Lillian Weng’s Blog]

[Yang Song’s Blog]
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def agi(hype_level):
if hype_level > 9000: 

     print(“I’m sentient”) 
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Autoregressive
Variational auto encoder (VAE)
Generative adversarial networks (GAN)
Denoising Diffusion models



Diffusion models
Emerging as powerful generative models

[Dhariwal & Nichol 2021, Diffusion Models Beat GANs on Image Synthesis, NeurIPS 2021]



Diffusion models

[Saharia et al. 2022, Photorealistic Text-to-Image Diffusion Models with Deep Language Understanding]
[Nichol et al. 2022, GLIDE: Towards Photorealistic Image Generation and Editing with Text-Guided Diffusion Models]



Diffusion models



Outline

• History


• Method


• In theory  in practice


• “Diffusion as gradients”


• Controllable generation


• Examples: GLIDE, Dalle-2, Imagen

→



Diffusion probabilistic models

[Sohl-Dickstein et al, ICML 2015]

Denoising diffusion probabilistic models (DDPM) 
[Ho et al, Neurips 2020]

Noise-conditioned score networks

[Song & Ermon, Neurips 2019]

Denoising score matching

[Vincent, 2010]

Improvements & Applications, e.g.

MANY more in [CVPR 2022 Tutorial]!!

ICML 2021

ICML 2022

Arxiv May 2022

http://www.iro.umontreal.ca/~vincentp/Publications/smdae_techreport.pdf
https://arxiv.org/pdf/1907.05600.pdf
https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Destroy structure in data by progressively adding noise (“diffusion”)


• Learn to reverse the diffusion process (“denoising”)


• This gives us a model of the data & a way to generate


• Intuition: modeling small changes is easier than directly modeling the data
Image: [CVPR 2022 Tutorial]

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Forward diffusion process: adds noise to data 

• 


• 


•

q(xt |xt−1) = 𝒩(xt ; meant, variancet)

meant = (1 − βt)xt−1

variancet = βtI

Content & image based on: [CVPR 2022 Tutorial]

t = 0

xT ∼ q(xT |xT−1)

t = 1

q(x1 |x0)

t = T

x0 ∼ q(x0)

q(xt |xt−1)

t = t

… …

“Image from  
a dataset”

Forward process variances , determined by a schedule , 
e.g. linear from  to  in [Ho et al 2022].

βt β1, …, βT
β1 = 10−4 βT = 0.02

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Forward diffusion process: adds noise to data 

• q(x0:T) = q(x0)
T

∏
t=1

q(xt |xt−1)

t = 0

xT ∼ q(xT |xT−1)

t = 1

q(x1 |x0)

t = T

x0 ∼ q(x0)

q(xt |xt−1)

t = t

… …

Content & image based on: [CVPR 2022 Tutorial]

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Forward diffusion process: adds noise to data 

t = 0 t = T

x0 ∼ q(x0)

q(xt |x0)

t = t

• 


• 


q(xt |x0) = 𝒩(xt ; ᾱt x0, (1 − ᾱt)I)

ᾱt =
t

∏
t′ =1

(1 − βt′ 
)

• This lets us sample  given  and noise schedule: 
 
       
 
where .   “the re-parameterization trick”

xt x0

xt = ᾱt x0 + (1 − ᾱt)ϵ,

ϵ ∼ 𝒩(0,I)

Content & image based on: [CVPR 2022 Tutorial]

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Forward diffusion process: adds noise to data 

• 


• Noise schedule (choice of , which determines ) designed so that:


•  decreases towards zero


• Final step is standard Gaussian noise, 

q(xt |x0) = 𝒩(xt ; ᾱt x0, (1 − ᾱt)I)

βt ᾱt

ᾱt

q(xT |x0) ≈ 𝒩(xT; 0,I)

t = 0 t = T

x0 ∼ q(x0)

q(xt |x0)

t = t

Example: linear from  to  in [Ho et al 2022].β1 = 10−4 βT = 0.02

Content & image based on: [CVPR 2022 Tutorial]

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Backward diffusion process


• If we knew how to “reverse time”, we could generate data:


• 


• Iteratively sample 

xT ∼ N(0,I)

xt−1 ∼ q(xt−1 |xt)

Image: [CVPR 2022 Tutorial]

t = 0 t = 1 t = T

q(xt−1 |xt)

t = t

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Backward diffusion process


• Adding noise is easy, but we don’t know how to “reverse time”  


• q(xt−1 |xt) ∝ q(xt−1)q(xt |xt−1)

Image: [CVPR 2022 Tutorial]

t = 0 t = 1 t = T

q(xt−1 |xt)

t = t

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Backward diffusion process


• Learn to approximate it!


• q(xt−1 |xt) ≈ pθ(xt−1 |xt)

Image: [CVPR 2022 Tutorial]

t = 0 t = 1 t = T

q(xt−1 |xt)

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Backward diffusion process


• Use a neural network:


• pθ(xt−1 |xt) = 𝒩(xt−1 ; μθ(xt, t), σ2
t I)

Image: [CVPR 2022 Tutorial]

t = 0 t = 1 t = T

q(xt−1 |xt)

t=99

Reverse process variance (“reverse noise schedule”) 
E.g set to  [Ho et al 2020], learned [Nichol & Dhariwal 2021]βt

often a U-Net architecture

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Backward diffusion process 
 
 
 
 
 
 

• Iteratively sample 


•  is a cat image

xt−1 ∼ pθ(xt−1 |xt)

→ x0

Image: [CVPR 2022 Tutorial]

t=99

xT ∼ N(0,1)

https://cvpr2022-tutorial-diffusion-models.github.io/


Denoising diffusion models

• Backward diffusion process 
 
 
 
 
 
 

• Gives us a model of the process:


• pθ(x0:N) = p(xN)
N

∏
t=1

pθ(xt−1 |xt)

Image: [CVPR 2022 Tutorial]

xT ∼ N(0,1)

https://cvpr2022-tutorial-diffusion-models.github.io/


How do we learn such a network?
• Maximize marginal log-likelihood:


•  


•         … derivation …


•        


•                                 

𝔼x0∼q(x0) − log pθ(x0) ≤ 𝔼q(x0)q(x1:T|x0) [−log
pθ(x0:T)

q(x1:T |x0) ]
⟹ L = 𝔼 [KL(q(xt−1 |xt, x0)∥pθ(xt−1 |xt)]

∝ 𝔼t [∥μt(xt, x0) − μθ(xt, t)∥2]

Variational bound  
(similar to VAEs)

See Appendix A of [Ho et al 2020]

t=99

Gaussian  MSE Loss!!→

The “target” mean can be computed given ,  and noise schedule:

, where


, 

x0 xt
q(xt−1 |xt, x0) = 𝒩(μt(xt, x0), β̃tI)
μt(xt, x0) =



• . First, [Ho et al 2020] observe that  can be rewritten as: 
 
         .


• Since  are given, [Ho et al 2020] predict noise :


•  


• The objective simplifies to:


•   where 


• Finally, [Ho et al 2020] drop the weighting term :


•

L = 𝔼 [∥μt(xt, x0) − μθ(xt, t)∥2] μt

μt(xt, x0) =
1
αt

⏟
at

(xt −
1 − αt

1 − ᾱt

bt

ϵ)

xt, at, bt ϵ ≈ eθ(xt, t)

μθ(xt, t) = at(xt − btϵθ(xt, t))

L̃ = 𝔼 [λt∥ϵ − ϵθ(xt, t)∥2], λt =
β2

t

2σ2
t αt(1 − ᾱt)

λt

ℒsimple = 𝔼t,x0,ϵ [∥ϵ − ϵθ(xt, t)∥2]

How do we learn such a network?
In practice

t=99

Intuitively, the network only predicts the “unknown” part

We will see later that there is a connection between 
predicting the noise and predicting a gradient

See eqn. (10) in [Ho et al 2020]

eqn. (12) in [Ho et al 2020]

eqn. (14) in [Ho et al 2020]

Recall that  xt = ᾱt x0 + (1 − ᾱt)ϵ,



Algorithm summary
Training

MSE loss on 
(actual noise, predicted noise)


xt ∼ q(xt |x0) Recall that: 
 

 q(xt |x0) = 𝒩(xt ; ᾱt x0, (1 − ᾱt)I)

This lets us sample  using the re-parameterization trick: 
 
       where 

xt

xt = ᾱt x0 + (1 − ᾱt)ϵ, ϵ ∼ 𝒩(0,I)



Algorithm summary
Show me the code!

[source]

https://github.com/huggingface/diffusers/blob/6c15636b0bd6abb7a295e63cc8fd009244e41811/examples/train_unconditional.py


Algorithm summary
Show me the code!



Algorithm summary

xt ∼ q(xt |x0)

Show me the code!



Algorithm summary
Show me the code!



Algorithm summary
Show me the code!



Algorithm summary
Sampling

μθ(xt, x0) = at(xt − btϵθ(xt, x0))



Diffusion  gradients≈
Diffusion probabilistic models


[Sohl-Dickstein et al, ICML 2015]
Denoising diffusion probabilistic models (DDPM) 

[Ho et al, Neurips 2020]

Noise-conditioned score networks

[Song & Ermon, Neurips 2019]

Denoising score matching

[Vincent, 2010]

http://www.iro.umontreal.ca/~vincentp/Publications/smdae_techreport.pdf
https://arxiv.org/pdf/1907.05600.pdf


Diffusion  gradients≈

For a great overview from the author, see Yang Song’s blog: https://yang-song.github.io/blog/2021/score 

• Noise  gradient of log-prob (“score”)


• Noise predictor  score predictor


• Intuition: both things learn to predict small changes to noisy data

≈

≈

: perturb data with noise-level tpt

ℒscore = 𝔼t,x [∥∇xlog pt(x) − sθ(x, t)∥2]
Noise-Conditional Score-networks

“Score” : ∇xlog p(x)

ℒsimple = 𝔼t,x0,ϵ [∥ϵ − ϵθ(xt, t)∥2]
Denoising Diffusion Probabilistic Model

∇xt
log pt(xt) ∝ eθ(xt, t)[Ho et al 2020] show: (also see 2.2 of [Song et al 2021])

https://yang-song.github.io/blog/2021/score
https://openreview.net/pdf?id=PxTIG12RRHS


Diffusion sampling  Langevin dynamics≈

https://yang-song.github.io/blog/2021/score/#introduction

• Diffusion sampling  annealed Langevin dynamics with learned gradient≈

xt = xt−1 −
λ
2

∇xEθ(xt−1) + σz
Langevin Dynamics [Welling & Teh 2011]

NCSN Annealed Langevin DynamicsDenoising Diffusion Probabilistic Model



Method Recap

• Diffusion models: learn to iteratively denoise data, 


• Original formulation: variational inference


• Practical formulation: similar to denoising score matching


• Intuitively, both learn small changes to noisy data at various noise scales

pθ(xt−1 |xt)



Guided generation
• Goal: conditional generation 
 
e.g.  where  is a class label (e.g. cat) or a text promptp(x |y) y



Classifier guidance

[Dhariwal & Nichol 2021, Diffusion Models Beat GANs on Image Synthesis, NeurIPS 2021]

Classifier is trained on noisy images xt

Generative 
Model


p(cat |x)

Cat Classifier


∇xlog p(cat |x)μθ(xt)

xt xt

+

At each step of sampling:



xt−1 ← sample from 𝒩(μθ(xt) + s ⋅ ∇xt
log pϕ(y |xt), σ2

t )

+

Approximates ∝ p(xt |y)p(y |xt)s

y = cat



Classifier guidance

[Dhariwal & Nichol 2021, Diffusion Models Beat GANs on Image Synthesis, NeurIPS 2021]

Classifier is trained on noisy images xt

+

At each step of sampling:



xt−1 ← sample from 𝒩(μθ(xt) + s ⋅ ∇xt
log pϕ(y |xt), σ2

t )



Classifier-free guidance

[Ho & Salimans 2021, Classifier-Free Diffusion Guidance]

Generative model trained with & without  
conditioning info

Generative 
Model

xt

+

At each step of sampling use:



ϵθ(xt) + s ⋅ (ϵθ(xt |y) − ϵθ(xt))

'class relevant direction'

Generative 
Model

xt


∅A cat picture.

Y Y

https://openreview.net/pdf?id=qw8AKxfYbI


Classifier-free guidance

[Ho & Salimans 2021, Classifier-Free Diffusion Guidance]

+

https://openreview.net/pdf?id=qw8AKxfYbI


Case study: GLIDE

• 3.5B text-conditional diffusion model


• Trained on DALL-E dataset

Nichol et al 2022, GLIDE: Towards Photorealistic Image Generation and Editing with Text-Guided Diffusion Models

https://arxiv.org/pdf/2112.10741.pdf


Case study: Dall-e 2

• Classifier-free guidance


• Prior: diffusion


• Decoder: diffusion


• + 2 diffusion upsamplers

Ramesh et al 2022, Hierarchical Text-Conditional Image Generation with CLIP Latents

https://arxiv.org/pdf/2204.06125.pdf


Case study: Dall-e 2

Ramesh et al 2022, Hierarchical Text-Conditional Image Generation with CLIP Latents

https://arxiv.org/pdf/2204.06125.pdf


Case study: Imagen

• Classifier-free guidance


• Frozen T5-XXL text encoder


• Cascaded diffusion


• 2B model


• ~460M internal image-text pairs


• ~400M public image-text pairs

Saharia et al 2022, Photorealistic Text-to-Image Diffusion Models with Deep Language Understanding

https://arxiv.org/abs/2205.11487


Case study: Imagen

Saharia et al 2022, Photorealistic Text-to-Image Diffusion Models with Deep Language Understanding

https://arxiv.org/abs/2205.11487


Case study: Imagen

Saharia et al 2022, Photorealistic Text-to-Image Diffusion Models with Deep Language Understanding

https://arxiv.org/abs/2205.11487


The end


