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Neural theorem proving



Language models and mathematics

Minerva Language Model  
2022 Poland National Math Exam 

[Lewkowycz et al 2022]
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FormalInformal

Formal 
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proving

Show that for any  
real number ,  a

10a ≤ 28a2 + 1 “This statement is false”

Chat-GPT

Flexibility
Control

Show that for any  
real number ,  a

10a ≤ 28a2 + 1

“And -1 > 0.29”

Chat-GPT
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If  and  then R ⊆ S S ⊆ T R ⊆ T

Demo



• Lean Mathlib


• 1+ million lines of code


• > 300 contributors


• Algebra, Linear Algebra, Topology,  
Analysis, Probability, Geometry,  
Combinatorics, …

Application 1: mathematics

https://leanprover-community.github.io/
See also Adam Topaz, Formal Mathematics and AI, 2023 NASEM AI+Math Workshop

https://www.nationalacademies.org/event/06-12-2023/ai-to-assist-mathematical-reasoning-a-workshop


• Liquid tensor experiment

Application 1: mathematics



• Education


• Courses at CMU, Imperial College London,  
Fordham, JHU, Université Paris-Saclay, … 

Application 1: mathematics

[1] https://leanprover-community.github.io/courses.html 

https://leanprover-community.github.io/courses.html


• Mathematician Adam Topaz:


• “AI Collaborator” … "It can be useful even if it’s not too smart” [1]


• Automate tedious proofs


• Retrieve definitions/theorems (e.g. h1.trans h2)

Machine learning potential

[1] Adam Topaz, Formal Mathematics and AI, 2023 NASEM AI+Math Workshop

https://www.nationalacademies.org/event/06-12-2023/ai-to-assist-mathematical-reasoning-a-workshop


• Specification

• E.g. “reverse(reverse(list)) == list”

• Proof: code satisfies specification

Application 2: software verification

See: QED at Large: A Survey of Engineering of Formally Verified Software 
        Ringer, Palmskog, Sergey, Gligoric, Tatlock. Foundations and Trends in Programming Languages 5.



• Specification

• E.g. “reverse(reverse(list)) == list”

• Proof: code satisfies specification

• Safety-critical applications

• Certified compilers, low-level systems software

Application 2: software verification

See: QED at Large: A Survey of Engineering of Formally Verified Software 
        Ringer, Palmskog, Sergey, Gligoric, Tatlock. Foundations and Trends in Programming Languages 5.



• Make proof assistants easier to use


• Boilerplate, tedious proofs [1]


• Proof re-use, repair, automation [1,2]

Machine learning potential

[1] Brigitte Pientka, Principles of Programming and Proof Languages, 2023 NASEM AI+Math Workshop 
[2] Talia Ringer, Concrete Problems in Proof Automation, AITP 2022 

Rossberg, Russo, Dreyer, F-ing Modules, JFP 2015; from [1]

https://www.nationalacademies.org/event/06-12-2023/ai-to-assist-mathematical-reasoning-a-workshop
https://europroofnet.github.io/_pages/WG4/Sep22/ringer.pdf


• Tests aspects of reasoning

ML 1: reasoning

Planning 
Pattern recognition 
Background knowledge 
Backtracking 
Creativity 
Computation 
…
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• Tests aspects of reasoning

• Verifiable, yet complex

• Difficult in GPT-4 era

ML 1: reasoning

Most GPT-4  
era tasks

Formal 
Theorem

Proving

Complex

Easy to verify Hard to verify

Simple traditional 
NLP tasks



• Low-resource 

ML 2: code generation

Python Lean
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• Long-range, context-dependent
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Lean file



• Low-resource 

• Long-range, context-dependent

• Verifiable

ML 2: code generation

62,000+ token  
Lean file



• Part I: next-step prediction


• Language model suggests  
next-proof-steps


• Tree search

This tutorial

• Part II: language cascades


• Compose language model 
functions


• Sketching, correction, tools

Tutorial code: https://github.com/wellecks/ntptutorial  

https://github.com/wellecks/ntptutorial


• Build a “co-pilot” from scratch

Next-step prediction

 
Next-step suggestions

Proof state
Langua



Demo



Tutorial code: https://github.com/wellecks/ntptutorial  

https://github.com/wellecks/ntptutorial
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0. Problem setup

• Proof: sequence of (state, step) 

• (x0, y0), …, (xt, yt), …(xT, yT)

•  : proof statext

•  : proof stepyt

•  : “proof complete”xT

✍

"

✍

"
✍



• Proof: sequence of (state, step) 


• 


• Language model:


•

(x0, y0), …, (xt, yt), …(xT, yT)

pθ(yt |xt)
Langua

0. Problem setup



• Proof: sequence of (state, step) 


• 


• Language model:


• 


• Tree search to generate full proof

(x0, y0), …, (xt, yt), …(xT, yT)

pθ(yt |xt)
Langua

0. Problem setup

"

Langua



1. Data

• Extract (proofstate, next-step) pairs 
from human-written proofs

D = {(xt, yt)}



Data

Elaboration

D = {(xt, yt)}

Postprocess

LeanDojo: Theorem Proving with Retrieval-Augmented Language Models 
Yang, Swope, Gu, Chalamala, Song, Yu, Godil, Prenger, Anandkumar, arXiv 2023



Data

• Lean Dojo [Yang et al 2023]


• 


• Dependencies, multiple files,  
versioning

repository → {(xt, yt)}

LeanDojo: Theorem Proving with Retrieval-Augmented Language Models 
Yang, Swope, Gu, Chalamala, Song, Yu, Godil, Prenger, Anandkumar, arXiv 2023



Data

• Mathlib:


• 41,944 theorems + proofs


• => training data



Data

• Mathlib:


• 41,944 theorems + proofs


• => training data



2. Learning
• Standard supervised fine-tuning on : 


•

D = {(xt, yt)}

max
θ ∑

(xt,yt)∈D
− log pθ(yt |xt)



2. Learning

xt

yt

Proof Artifact Co-training for Theorem Proving with Language Models 
Han, Rute, Wu, Ayers, Polu. ICLR 2022



2. Learning
https://huggingface.co/wellecks/llmstep-mathlib4-pythia2.8b 

https://huggingface.co/wellecks/llmstep-mathlib4-pythia2.8b


3. Proof search

• Use next-step predictor  to generate a full proof 


• We need:


• Interaction with Lean


• Algorithm for search

pθ(yt |xt) y1, …, yT



Interaction | pylean

Zhangir Azerbayev, pylean.  
https://github.com/zhangir-azerbayev/repl

pyleanLean code Proof state  
Error messages

xt



Interaction | pylean

Zhangir Azerbayev, pylean.  
https://github.com/zhangir-azerbayev/repl



Interaction | Lean Dojo

• Lean Dojo


• Traces entire Lean repository


• Provides abstractions for interaction

LeanDojo: Theorem Proving with Retrieval-Augmented Language Models 
Yang, Swope, Gu, Chalamala, Song, Yu, Godil, Prenger, Anandkumar, arXiv 2023



Best-first search

Polu & Sutskever 2020, Han et al. ICLR 2022, Yang et al 2023, …



Best-first search

Polu & Sutskever 2020, Han et al. ICLR 2022, Yang et al 2023, …

1
Z ∑

t
log pθ(yt |xt)

“value function”



Best-first search

Polu & Sutskever 2020, Han et al. ICLR 2022, Yang et al 2023, …

1
Z ∑

t
log pθ(yt |xt)

“value function”



Best-first search

1
Z ∑

t
log pθ(yt |xt)

Polu & Sutskever 2020, Han et al. ICLR 2022, Yang et al 2023, …



Best-first search

1
Z ∑

t
log pθ(yt |xt)

"
"

Polu & Sutskever 2020, Han et al. ICLR 2022, Yang et al 2023, …



Best-first search

Search 
Trajectories

https://github.com/wellecks/ntptutorial  

Generated 
Proof

https://github.com/wellecks/ntptutorial


4. Evaluation | in-domain

• Held-out theorems from training 
distribution

mathlib  
theoremstrain 

test 



•  pass rate = f(pθ, search, budget)

• Total compute


• Total time

Performance depends on search
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• mathlib4 LeanDojo validation set 

Pa
ss

 ra
te

 (%
)

40

45

50

55

16 beam candidates 32 beam candidates 32 beam candidates

10 minute timeout  
100 iteration limit per attempt

+ 32 sample candidates 
    (+ 100 iterations)


code: proofsearch_dojo.py



• recent results (Mathlib 3):

LeanDojo: Theorem Proving with Retrieval-Augmented Language Models 
Yang, Swope, Gu, Chalamala, Song, Yu, Godil, Prenger, Anandkumar, arXiv 2023



Evaluation | out-of-domain

• MiniF2F: 480 competition problems 

MiniF2F: a cross-system benchmark for formal Olympiad-level mathematics 
Zheng, Han, Polu ICLR 2022

mathlib  train 
test 



Evaluation | out-of-domain

• MiniF2F: 480 competition problems


• Benchmark still challenging 
(e.g. olympiad problems)


• Lean [Yang et al 2023]: 26.5%

MiniF2F: a cross-system benchmark for formal Olympiad-level mathematics 
Zheng, Han, Polu ICLR 2022

0

12.5

25

37.5

50

Jiang et al 2022

Wu et al 2022
Jiang et al 2023

Zhao et al 2023

Timeline of MiniF2F performance 
(Isabelle proof assistant)



Evaluation | out-of-domain

• ProofNet: undergraduate textbooks 


• + informal statements/proofs

ProofNet: Autoformalizing and Formally Proving Undergraduate Mathematics. 
Azerbayev, Piotrowski, Schoelkopf, Ayers, Radev, Avigad, arXiv 2023

https://arxiv.org/abs/2302.12433


• [L]LM proof step suggestions


• Runs on your own device

5. interactive tool | llmstep
https://github.com/wellecks/llmstep

Lean tactic Python server 

Langu
Inspired by gpt-f suggestions 
[Han et al 2022]



https://github.com/wellecks/llmstep

• [L]LM proof step suggestions


• Runs on your own device


• Simplified version: 

https://github.com/wellecks/ntptutorial  

5. interactive tool | llmstep

https://github.com/wellecks/ntptutorial


Summary

• Next-step suggestion 


• Data, learning, search, “human-machine collaboration”

pθ(yt |xt)



Part II: language cascades



Part II: language cascades

Tutorial code: https://github.com/wellecks/ntptutorial  

https://github.com/wellecks/ntptutorial


Language Model Cascades. 
Dohan et al 2022

Prompted language model implements a function

y ∼ pθ(y |x; P)

Language model cascade



Chain together functions to form a “cascade”






y ∼ pθ(y |x; P)
z = f(y)

Language model cascade

Language Model Cascades. 
Dohan et al 2022



Given informal theorem  
             formal theorem 

xI
xF

Draft, Sketch, Prove

Draft, Sketch, Prove: Guiding Formal Theorem Provers with Informal Proofs 
Jiang, Welleck, Zhou, Lacroix, Liu, Li, Jamnik, Lample, Wu. ICLR 2023



Given informal theorem  
             formal theorem 

xI
xF

1. Draft yI ∼ p( ⋅ |xI)

Draft, Sketch, Prove

Draft, Sketch, Prove: Guiding Formal Theorem Provers with Informal Proofs 
Jiang, Welleck, Zhou, Lacroix, Liu, Li, Jamnik, Lample, Wu. ICLR 2023



Given informal theorem  
             formal theorem 


1. Draft 


2. Sketch 

xI
xF

yI ∼ p( ⋅ |xI)
zF ∼ p( ⋅ |xF, xI, yI)

Draft, Sketch, Prove: Guiding Formal Theorem Provers with Informal Proofs 
Jiang, Welleck, Zhou, Lacroix, Liu, Li, Jamnik, Lample, Wu. ICLR 2023



Given informal theorem  
             formal theorem 


1. Draft 


2. Sketch 


3. Prove 

xI
xF

yI ∼ p( ⋅ |xI)
zF ∼ p( ⋅ |xF, xI, yI)

yF = f(xF, zF)
“Classical” prover 
Sledgehammer 

Draft, Sketch, Prove: Guiding Formal Theorem Provers with Informal Proofs 
Jiang, Welleck, Zhou, Lacroix, Liu, Li, Jamnik, Lample, Wu. ICLR 2023



Proof search

ProofTheorem

DraftDraftDraftDraftDraftDraftDraft
SketchSketchSketchSketchSketchSketchSketchSketchSketchSketch

ProofProofProofProofProofProof



International Math Olympiad 1959 P.1



Scaling proof search

# trajectories sampled
MiniF2F 
480 problems



Ablations

MiniF2F 
480 problems

# trajectories sampled



Baldur

• Generate    


• Repair        


• Train repair module on generator’s outputs

y(1) ∼ pθ( ⋅ |x)
y(2) ∼ pθ( ⋅ |y(1), x, errors)

Baldur: Whole-proof generation and repair with large language models 
First, Rabe, Ringer, Brun. 2023



Baldur

Baldur: Whole-proof generation and repair with large language models 
First, Rabe, Ringer, Brun. 2023



Summary

• Flexible language models


• Chain together in a cascade



(Some) open challenges

• Data


• Context


• Efficiency



Data scarcity

General  
domain 

> 6T tokens

Lean

~200M tokens



Data scarcity

General  
domain 

> 6T tokens

Lean

~200M tokens
Expert 
domain

~50B tokens

• Ongoing project: EleutherAI/math-lm

• Option 1: transfer



Data scarcity

General  
domain 

> 6T tokens

Expert 
domain

Transfer

~50B tokens

Synthetic

??

• E.g. see Expert Iteration [Polu et al ICLR 2023],  
              Autoformalization [Wu et al Neurips 2022]

• Option 2: synthesize

Lean

~200M tokens



Context

pθ(yt |xt)
Intermediate definitions/lemmasChanging code



Efficiency
• Real users: 

• run on own device (e.g. laptop)

• Large inference costs

# trajectories sampled



Thank you
Tutorial code: https://github.com/wellecks/ntptutorial 


Incoming Assistant Professor, Jan. 2024

https://github.com/wellecks/ntptutorial

